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Basic  Memory Tuning   

This paper deals with some Oracle tuning tips and tricks that we in Adit, have found very useful with our DBA’s.

 We shall start with some tips on Memory issues.

Allocate the Right Amount of Memory for your Instance  

The most basic parameters that we have to look for, are:

· DB_BLOCK_BUFFERS (DB_CACHE_SIZE in 9i) and DB_BLOCK_SIZE
· SHARED_POOL_SIZE
· SORT_AREA_SIZE
· SGA_MAX_SIZE (in 9i)
The following SQL will be used to find out the actual parameters in an existing Database:

SQL> SELECT name, value 

     FROM v$paramater 

     WHERE name in ('db_cache_size’, 'db_block_size',  

          'shared_pool_size' ,'sort_area_size' ,’sga_max_size’);
NAME                                 VALUE
--------------------                ---------------
db_cache_size                       48000000 

db_block_size                       8096 

shared_pool_size                    90000000 

sort_area_size                      524288

sga_max_size                        200000000

DB_BLOCK_BUFFERS (DB_CACHE_SIZE) AND DB_BLOCK_SIZE 

· A low setting of DB_BLOCK_BUFFERS (DB_CACHE_SIZE)  flushes the lru data from memory too soon.

· A high setting of DB_BLOCK_BUFFERS (DB_CACHE_SIZE) may cause your system not to  have enough memory to operate efficiently. 

· So check effectiveness of DB_BLOCK_BUFFERS (DB_CACHE_SIZE) setting. Find Hit Ratio with the following SQL:
SQL> SELECT (1-(sum(decode(name, 'physical reads', value,0)) / 

            (sum(decode(name, 'db block gets',value,0)) + 

            sum(decode(name, 'consistent gets', value,0))))))* 100 "Read Hit Ratio"     

     FROM V$SYSSTAT;

Read Hit Ratio
 -------------- 
98.415926
· Increase DB_BLOCK_BUFFERS (DB_CACHE_SIZE) for a value less than 95% 

· As a Thumb Rule use a value of 25% of Main Memory

·  Set the DB_BLOCK_SIZE for applications of OLTP nature to be 2 - 8k and DSS nature to be 8 - 32K depending on size of the application.
SHARED_POOL_SIZE
· Measure the hit ratio for the library and the data dictionary separately:

· Examine the RELOAD value in the V$LIBRARYCACHE table for the library hit ratio.
· Use the following SQL for the data dictionary hit ratio:
SQL> SELECT (1-(sum(getmisses) / sum(gets))) * 100 “Hit  Ratio"
     FROM   v$rowcache ;

Hit Ratio
-------------- 

98.80
· Increase SHARED_POOL_SIZE for value less than 95%
SORT_AREA_SIZE

· Set high enough to prevent constant generation of temporary segments (I/O) and at the same time leave enough memory for other processes. 

· Check % of Memory and Disk sorts in  V$SYSSTAT table. 

· Use STATSPACK (UTLBSTAT / UTLESTAT) to find the sorting that is performed on memory. 

· Increase SORT_AREA_SIZE If disk sorts is high, but remember - SORT_AREA_SIZE is a per user value.
Keep the Right Data in Memory

· The following command ALTER TABLE [TABLENAME] CACHE; ensures that full table-scan results are on the MRU list instead of the LRU list. 

· Use the CACHE hint within a query to pin the table and keep it in the cache from first use on as in the following example.

      SQL> SELECT /*+ CACHE(EMP) */  empno, job
           FROM  emp
           WHERE empno > 1;

· Check free Memory before Pinning Tables.

· Do checking after working loads.

· Increase DB_BLOCK_BUFFERS (DB_CACHE_SIZE) if no free buffers are available within the first 30 minutes of system startup. Check with the following SQL:
SQL> SELECT decode(state,0,'FREE',1, decode(lrba_seq,0,'AVAILABLE','BEING USED')  

                   ,3, 'BEING USED', state)  "BLOCK STATUS“ , count (*)
     FROM x$bh

     GROUP BY decode(state,0,'FREE',1, decode(lrba_seq,0,'AVAILABLE','BEING USED') 

                  ,3,  'BEING USED', state);

BLOCK STATUS          COUNT(*)
-----------------     --------- 
AVAILABLE             452

BEING USED            120
FREE                  332

·   Pin yours or Oracle Objects and Packages, if necessary using the following Package:
SQL> DBMS_SHARED_POOL.KEEP(name IN VARCHAR2, flag IN CHAR DEFAULT ‘P’);

P        - packages, procedures, functions

Q (V8)   - sequence 

R        - trigger
· You can pin all of your Packages with the following script:
SQL> DECLARE 
           v_own varchar2(100); 

           v_nam varchar2(100);

           CURSOR c_pkgs IS 

                            SELECT owner, object_name 

                            FROM dba_objects 

                            WHERE object_type = 'PACKAGE'; 

     BEGIN 

          OPEN c_pkgs; 

          LOOP 

                           FETCH c_pkgs into v_own, v_nam; 

                           EXIT WHEN c_pkgs%NOTFOUND;                    

                           dbms_shared_pool.keep(v_own || '.' ||   

                            v_nam, 'P');

          END LOOP; 

     END; 

· Recommended Packages to pin:

           DBMS_ALERT 

DBMS_DESCRIBE

           DBMS_DDL

DBMS_LOCK

           DBMS_OUTPUT

DBMS_PIPE

           DBMS_SESSION

DBMS_SHARED_POOL 

           DBMS_STANDARD
DBMS_UTILITY 

           STANDARD
· Pinning into SGA must be the first thing to do after startup

· Check which objects are pinned in shared pool with the following SQL:
       SQL> SELECT SUBSTR(owner,1,10) Owner,
                   SUBSTR(type,1,12)  Type,

                   SUBSTR(name,1,20)  Name, 

                   executions,  sharable_mem  Mem_used

            FROM  v$db_object_cache

            WHERE type in ('TRIGGER','PROCEDURE','PACKAGE BODY','PACKAGE')

            ORDER BY executions DESC;

Find Problem Queries

· Problem queries are those that require the largest number of physical or logical disk reads.

· Queries that cause the greatest number of physical reads can be found with the following SQL
· :
SQL> SELECT disk_reads, sql_text
      FROM  v$sqlarea 

      WHERE disk_reads > 10000  

     ORDER BY disk_reads desc;

DISK_READS                     SQL_TEXT

---------- -----------         ------------------- 

11678                          select order#,columns,types from orders  

                               where substr(orderid,1,2)=:1 

13517                          select custid, city from customer where city  

                               = ‘NEW-YORK' 

· Queries that cause the greatest number of logical reads can be found with the following SQL
· :
SQL> SELECT buffer_gets, sql_text 
      FROM  v$sqlarea 

      WHERE buffer_gets > 200000 

     ORDER BY buffer_gets desc; 

BUFFER_GETS                   SQL_TEXT

---------- -----------        ------------------- 

324780                        select order#,cust_no, from orders  

                              where   division = '1' 

Analyze and Explain Plan

· Do not use ANALYZE Command for Schemas SYS and SYSTEM. 
These schemas are configured to use  

               RULE-BASED  Optimizer only.    Analyzing them will degrade performance severely.

· Use the following SQL’s for explaining a specific SQL with partitions:

SQL> DELETE FROM plan_table WHERE statement_id = 'mau‘
SQL> /

SQL> COMMIT

SQL /

SQL> EXPLAIN PLAN SET statement_id='mau‘  FOR

           SELECT order#,cust_no

           FROM orders WHERE division  = '1‘

SQL> /

SQL> SELECT LPAD(' ',2*(LEVEL-1)) || operation || ' ' || options

             || ' ' || object_owner ||    

             DECODE(object_owner,NULL,NULL,'.')||object_name||' '||  

             partition_start||''||partition_stop||''||other_tag||' '|| 

             DECODE(ID,0,'Cost = ' || COST) "Query plan"

FROM plan_table

START WITH id=0 AND statement_id = '&STMT_ID'

CONNECT BY PRIOR ID = parent_id AND statement_id = &STMT_ID' ;

SQL Tips

· To control over which table will drive the query through use  the ORDERED hint as follows:
SQL>  SELECT /*+ ordered */ tabX.col1, tabY.col1

      FROM    tabX, tabY

      WHERE   tabX.col1 = ‘ABC’;

· Watch Indexed WHERE conditions as shown in the following case:
  •Assume index on address (city, state)

   non-leading index column references cannot use indexes
   -  WHERE state = 'TX'

                    [Index Not used]

   -  WHERE city = 'DALLAS'

                    [Index Used]

   -  WHERE state = 'TX' and city = 'DALLAS'
        [Index Used]

  •
NOT, != and <> disable index use

   -  WHERE state not in ('TX', 'FL','OH')
        [Index Not used]

   -  WHERE state != 'TX'


              [Index Not used]

  •
NULL value references can never use indexes
   - WHERE state IS NULL


              [Index Not used]

   - WHERE state IS NOT NULL



        [Index Not used]

  •
expression references can never use indexes
   - WHERE substr(city,1,3) = 'DAL'
                    [Index Not used]

   - WHERE city like 'DAL%'

                    [Index Used]

   - WHERE city || state = 'DALLASTX'
              [Index Not used]

   - WHERE city = 'DALLAS' and state = 'TX‘
        [Index Used]

   - WHERE salary * 12 >= 24000

         
  [Index Not used]

   - WHERE salary >= 2000
                          [Index Used]

· Watch Non-Indexed WHERE conditions as shown in the following case:
• Oracle evaluates Non-Indexed conditions linked by AND bottom up
    Bad: SELECT * FROM address WHERE areacode = 972 AND



             type_nr = (SELECT seq_nr FROM code_table

                                 WHERE type = ‘HOME’)

   Good: SELECT * FROM address WHERE 

                      type_nr = (SELECT seq_nr FROM code_table

                                 WHERE type = ‘HOME’) AND areacode = 972

• Oracle evaluates Non-Indexed conditions linked by OR top down

   Bad: SELECT * FROM address WHERE 

                      type_nr = (SELECT seq_nr FROM code_table 

                                 WHERE type = ‘HOME’) OR  areacode = 972

  Good: SELECT * FROM address WHERE  areacode = 972 OR



             type_nr = (SELECT seq_nr FROM code_table 

                                 WHERE type = ‘HOME’)

· Under the Rule based optimizer, order the tables in the FROM clause in descending order of table sizes based upon row counts as in the following:
  SQL> SELECT * FROM larger table, smaller table
  SQL> 
SELECT * FROM larger table, smaller table, smallest table

  SQL> 
SELECT * FROM larger table, smaller table, associative table 

· Consider replacing OR with IN or UNION :
- If columns are not indexed, stick with OR
      - If columns are indexed, use IN or UNION in place of OR

•  IN example
   Bad:  SELECT * FROM address WHERE state = 'TX‘ or state = 'FL‘ or  state = 'OH‘

  Good:  SELECT * FROM address  WHERE state in ('TX','FL','OH')

• UNION example
  Bad: SELECT * FROM address WHERE state = ‘TX’ or areacode = 972

 Good: SELECT * FROM address WHERE state = ‘TX’


        UNION


       SELECT * FROM address WHERE areacode = 972

· Weigh JOIN versus EXISTS Sub-Query
- Use table join instead of EXISTS sub-query 
when the percentage of rows returned from the outer sub-query  

               is high

        - 
Use EXISTS sub-query instead of table join 
when the percentage of rows returned from the outer sub-query  

               is low

· Consider to use EXISTS sub-query instead of  DISTINCT
Bad:   SELECT distinct deptno, deptname FROM emp, dept  WHERE emp.deptno = dept.deptno

Good:   SELECT deptno, deptname  FROM dept  WHERE  EXISTS (SELECT ‘X’ FROM emp WHERE




                                                                                                 emp.deptno = dept.deptno)

· Use NOT EXISTS instead of sub-queries that use NOT IN as follows: 
        Bad:     SELECT * FROM emp WHERE deptno NOT IN (SELECT deptno FROM dept  

                                                                                                      WHERE deptstatus = ‘A’)

 Good: SELECT * FROM emp WHERE  NOT EXISTS (SELECT ‘X’ FROM dept  

                                                                                                   WHERE  deptstatus = ‘A’ 

                                                                                                    AND dept.deptno = emp.deptno)

· When counting rows, use COUNT on indexed column or asterisk
- SELECT count(indexed_column) FROM table           [Most Efficient]

  - 
SELECT count(*) FROM table
                                  [Close Second]

             - 
SELECT count(1) FROM table
                                  [Distant Third]

· When Ordering do it Via the WHERE Clause.
           A dummy WHERE clause referencing an indexed column will  
retrieve all records in ascending order  

          (descending for 8i/9i descending index) and 
not perform a costly sort operation

Bad:  SELECT * FROM address  ORDER BY city

     Good:  SELECT * FROM address WHERE city > ‘ ‘

· Combine simple unrelated queries into a single query, thus reducing 
· network traffic (by at least two thirds for simple cases) and 
· RDBMS overhead (internal cursors and network packet construction):
         Bad:
SELECT col2 FROM tab1 WHERE col1 = 123;

                  SELECT col4 FROM tab2 WHERE col3 = 456;


                  SELECT col6 FROM tab3 WHERE col5 = 789;

      Good:      SELECT col2, col4, col6 FROM tab1, tab2, tab3, dual  

                    WHERE



           tab1.col1(+) = 123 AND



           tab2.col3(+) = 456 AND



           tab3.col5(+) = 789 AND



           NVL(‘X’,dual.dummy = NVL(‘X’,tab1.rowid(+)) AND



           NVL(‘X’,dual.dummy = NVL(‘X’,tab2.rowid(+)) AND



           NVL(‘X’,dua;.dummy = NVL(‘X’,tab3.rowid(+))

Tuning Disk I/O

Disk I/O bottlenecks can be a major factor for poor response times. This can be minimized by balancing the load on your disks. This includes the following logical files: Data, Index, Temporary , Online Redo Log, Archived Redo Logs,  System , Rollback and Control . 

Disk I/O performance is improved by defining alternative hardware configurations, such as disk striping or different RAID solutions. 

As a first step you must identify disk bottlenecks. Disks that have 25% of the I/O measured as the number of reads, writes or both should be considered hot. Once hot disks are identified, drill down to find which files and tables on the disks experience most of the activity and move them to less-active disks as needed. In order to identify these disks, you can run the Oracle Statspack and the Unix iostat . 
Collect I/O statistics at frequent intervals of no more than ten minutes between samples—over a representative time period, such as a week and store the results in Oracle database tables for easy access and report.

Understanding RAID

Redundant Array of Inexpensive Disks (RAID) provides a way to organize multiple physical disks to appear as one logical disk, to increase availability and performance. There are nine primary RAID levels (0, 1, 2, 3, 4, 5, 6, 7, and S). Most Oracle Sites have only RAID levels 0, 1, 5, 7, and S (and variations, such as 0+1, 0+S, and so on). 

Different Oracle files can be placed on volumes with different stripe sizes according to their access characteristics.

in different disk volumes. 

RAID 0+1 helps performance but is expensive. 

RAID 5/7/S is less expensive but may decrease performance but good enough for read-intensive applications such as decision-support systems (DSS). 
For OLTP Systems, the SYSTEM , Unique-key INDEX and  RBS tablespaces are candidates for a smaller stripe size equivalent to DB_BLOCK_SIZE.

Redo logs (especially if placed on dedicated disk arrays) can be striped with a smaller size.

The Temporary Tablespace should be striped as a factor of SORT_AREA_SIZE.

       Data and non-unique indexes Tablespaces may be placed on volumes with larger stripe sizes.

Asynchronous I/O

    As from Oracle 8.1.7 , asynchronous I/O that used to be reserved for RAW  file systems on Unix O/S  is now  

     available for normal Unix File Systems (providing your Unix O/S supports this). This can be implemented by the  

     following Parameter:

db_block_lru_latches = 8
dbwr_io_slaves = 8

_filesystemio_options = setall

CPU Problems

Find out how much CPU time is being spent on  parsing and read-consistency waits with the following Script:

SQL> COLUMN total_cpu heading 'Total CPU|(seconds)'
SQL> COLUMN parsing heading 'Parsing|(seconds)'

SQL> COLUMN waiting heading 'Read Consistency|Wait (seconds)'

SQL> COLUMN pct_parsing heading 'Percent|Parsing‘

SQL>

SQL> 
SELECT total_cpu,parse_cpu parsing, parse_elapsed-parse_cpu

SQL> waiting,trunc(100*parse_elapsed/total_cpu,2) pct_parsing

SQL> FROM

SQL>            (SELECT value total_cpu FROM v$sysstat 

SQL>             WHERE name = 'CPU used by this session')

SQL>           ,(SELECT value parse_cpu FROM v$sysstat 

SQL>              WHERE name = 'parse time cpu') 

SQL>            ,(SELECT value parse_elapsed FROM v$sysstat 

SQL>              WHERE name = 'parse time elapsed');
· Improve your  Sql timings by having the database reuse a similar cursor without having a bind variable with the  

                 following parameter:

                     CURSOR_SHARING={SIMILAR|EXACT|FORCE}

  Calculate Average Response Time Per Transaction

  Calculate the best approximation of response time, in seconds, per transaction during a sample period.

 This is useful in further diagnosing performance issues by drilling down into individual components like Waits, CPU    

  etc. with the following script:

ResponseTime = (DeltaTotalWait + DeltaCpuTime) / DeltaCommits + DeltaRollbacks)

Difference of each SQL between sample end and start.

DeltaTotalWait = ‘Sum of time waited for all wait events in v$system_event‘
DeltaCpuTime  =  ‘SELECT value FROM v$sysstat WHERE name='CPU used by this session'                   

DeltaCommits  =  ‘SELECT value FROM v$sysstat WHERE name='user commits‘

DeltaRollbacks = ‘SELECT value FROM v$sysstat WHERE name='user rollbacks'

Calculate Transaction Count

Transaction count represents the total number of commits and rollbacks performed during a chosen sample period.

A drop in transaction rates and an increase in response time may be indicators of problems. Since transaction loads may vary widely across different times of the day it is most advised to run the following script at intervals distributed evenly throughout a whole day:

TXNcount = DeltaCommits + DeltaRollbacks

Difference of each SQL between sample end and start.

DeltaCommits  = ‘SELECT value FROM v$sysstat WHERE name='user commits'

DeltaRollbacks = ‘SELECT value FROM v$sysstat WHERE name='user rollbacks'

When to Rebuild The Indexes

Unbalanced indexes will cause sections that are accessed more than others causing increased disk I/O and a potential slow down. One way of finding that is to Check the B-Level of the index from the DBA_INDEXES view.

Note: The BLEVEL (or branch level) is a part of the b-tree index format that correlates to the number of times Oracle needs to narrow the search in order to find a particular record. So do the following:

SQL> ANALYZE index scott.emp_pk COMPUTE STATISTICS; 
SQL> SELECT blevel FROM dba_indexes 

      WHERE index_name = 'EMP_PK' AND owner = 'SCOTT';
 Rebuild an index with a BLEVEL value above 4.

Optimizing Data Dictionary Storage

After creation of a database, investigate the actual values for INITIAL, NEXT and EXTENTS in DBA_SEGMENTS for Segments  owned by SYS. You can customize the Data Dictionary Storage by editing the CREATE … Commands in the $ORACLE_HOME/rdbms/admin/SQL.bsq file to set new  Storage Parameters ( INITIAL, NEXT and PCTINCREASE ). So Next time you create a Database give proper values for the parameters.

Coalescing free space

On Dictionary based Tablespaces we combine adjoining free space chunks to a single large free space by maiking a coalesce command. The usual recommendation is to put 
PCTINCREASE > 0. But this causes de-fragmentation. Also a
utomatic coalesce causes system overhead while SMON is searching for chunks to coalesce. So avoid using PCTINCREASE>0 on Default Storage of Tablespace.
It is best practice to 
create a Sql Script File Containing the Coalesce Command ( ALTER TABLESPACE  <tabs_name>  COALESCE ) and Schedule it through Scheduler.

IMPORTANT  -  do not set PCTINCREASE > 0 on Rollback or Temporary Tablespaces because of their dynamic nature of allocating and deallocating extents.

On systems with many sort operations it is recommended to coalesce the Temporary Tablespaces just before shutdown in order to minimize the time Spent on housekeeping (releasing extents and updating the Data Dictionary)

Determine the Optimal Value for PCTFREE and PCTUSED

Pctused  is the amount of used space in a block that below the given Pct, the block will be put on the free list for further inserts. The higher Pctused is, the less space will be available for  inserts when block is put on the free list. 

Small amounts of free space in blocks will cause more I/O’s when inserting to the block, because new blocks are needed for the Insert operation. The lower pctused is, less I/O’s are needed when inserting but blocks are not efficient with storing data (almost empty).

Pctfree  is the amount of space in the block  that is kept for row expansion.

So we determine these parameters with the following calculations:

PCTFREE=(AVG_ROW_LEN – INIT_ROW_LEN) / AVG_ROW_LEN *100

PCTUSED=100-PCTFREE-((AVG_ROW_LEN / SPACE_IN_BLOCK)*N)*100

We can determine the space available in Blocks with the following SQL:

SQL>SELECT kvisval "Space_in_Block",kvisdsc FROM x$kvis;

Space_in_Block        KVISDSC

--------------------  ----------------------------

      8192            size of physical block

8168 data area available in each Physical block

Startup after shutdown abort

After a Shutdown Abort, when Startup is issued, an automatic Instance Recovery is occurring.

Time of recovery is a function of the number of Redo entries that have not been applied yet to the Datafile.

To minimize this time, issue an ALTER SYSTEM CHECKPOINT prior to the Shutdown Abort command to write  

Dirty Blocks to Datafiles.

Fast Start On-Demand ROLLBACK

Database  starts faster by deferring the phase of rollback at instance recovery. 
 Unrecovered Blocks are recovered at the time they are accessed. This could 
lead to difficulties with recovering the Database.

A good practice is to startup the database in three phases rather by one:

1. Startup mount

2. Alter database recover

3. Alter database open

Rollback segments

Oracle automatically brings online a number of Rollback segments according to the following function:

Ceil ( Transactions / Transaction_per_rollback_segment)

Transactions = 1.1 * sessions                      

Sessions = (1.1 * processes) + 5

So for default values of processes = 50, Sessions = 60, Transactions = 66 Oracle brings 14 rollback segments online at startup.

In order to determine if number of rollback segments are sufficient, monitor transactions that are waiting    
for a rollback segment with the following SQL’s:

SQL> SELECT class,count 
     FROM   v$waitstat

     WHERE   class in (‘undo header’,’undo block’);

CLASS           COUNT

Undo header     0

Undo block      0

A count value greater than 0 shows that transactions are waiting for rollback segment and adding a new segment should be considered.

SQL> Column name format a10;
SQL> SELECT name, gets, waits, ((gets – waits) * 100 / gets  “HIT RATIO”,

            xacts “ACTIVE TRANSACTIONS”

     FROM   v$rollstat  a,  v$rollname  b

     WHERE a.usn = b.usn;

NAME       GETS    WAITS     HIT  RATIO     ACTIVE TRANSACTIONS

SYSTEM     40        0       100              0

RBS01      24        0       100              0

RBS02      35        0       100              0

A count value greater than 0 shows that transactions are waiting for rollback segment and adding a new segment should be considered.

Dropping Datafiles

Whenever it is possible, do not drop Datafiles since Data Dictionary keeps track of the Datafiles even the dropped ones. 
Unrecovered transactions could reside in the rollback segments and after startup can look for objects in the dropped datafiles. So Rollback segments should not be used. This is done by adding the hidden init.ora parameter called _offline_rollback_segments=(RBS01,RBS02,…)

Connect to a user without changing password

You can connect to a user without knowing his original password by doing the following:

SQL> SELECT password FROM dba_users WHERE username=‘SCOTT’

PASSWORD

------------------------------

F894844C34402B67

Now connect as SYSDBA and do the following:

SQL> ALTER USER scott IDENTIFIED BY <new_pass>;

Connect to scott:

SQL> Connect scott/<new_pass>

SQL> ……….<ISSUE COMMANDS AS USER SCOTT > ………

Reconnect as SYSDBA and issue the following: 

SQL > ALTER USER scott IDENTIFIED BY VALUES ‘F894844C34402B67’;

Note: The Password applies only for the same Server 
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